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What is Going on?

* Basic computation of neural networks
* General matrix multiplication (GEMM)

* Contemporary computing hardware
* Things to consider for different computing systems
* International and domestic Al computing companies and startups.



General matrix multiplication (GEMM)
* An MLP example

for (int n=0; n<N; n++) {
for (int k= 0; k < K; k++) {
OA[n][k] = O;
for (int m=0; m<M; m++) {
} OA[n][K] += TA[n][m] * W[m][K].
OA[n][Kk] = Activation(OA[n][K]);

}
}
Software Hardware
Programming : Memory Memory Computing
language Scheduling layout hierarchy platform
Different

C/C++, execution CPU: GPU:
OpenMP/SIMD intrinsic; order FPGA; SoC;

Python; CUDA Number ASIC; etc.

(numpy/pytorch) representation



Contemporary computing hardware: an Overview

Computing Efficiency

—

ASIC

O

Flexibility (software program)

* CPU

Attribute “Zen 4” “Zen 5”
L1/L.2 BTB 1.5KI7K 16KI8K
Return Address Stack 32 52
ITLB L1/L2 64/512 64/2048
Fetched/Decoded Instruction Bytes/Cycle 32 64
Op Cache Associativity 12-way 16-way
Op Cache Bandwidth 9 macro-ops 12 inst or fused inst
Dispatch Bandwidth (Macro-Ops/Cycle) 6 8
! ] ALU/AGU 413 6/4
32MB1L3 - Integer PRF (Reg/Flag) 224/126 2401192
Vector PRF 192 384
FP Pre-Scheduler Queue 64 96
FP Scheduler 232 3x38
FP Pipes 3 4
Vector Width 256b 256b/512b
ROB/Retire Queue 320 448
LS Mem Pipes Supporting Loads/Stores 3N 412
DTLB L1/L2 7213072 96/4096
L1 Data Cache 32KB/8-way 48KB/12-way
L2 per Core 1MB/8-way 1MB/16-way
L2 Bandwidth 32B/clk 64BJclk

Teja Singh et al., "Zen 5”: The AMD High-Performance 4nm x86-64 Microprocessor Core," ISSCC, San Francisco, CA, USA, 2025.
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https://images.nvidia.com/aem-dam/Solutions/geforce/blackwell/nvidia-rtx-blackwell-gpu-architecture.pdf
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a) Island type FPGA architecture c) Basic architecture of a CLB

CLB (Configurable logic blocks) in Xilinx FPGA | Pememeresmme o e i
« 5/6-input LUT 3 '
* Distributed memory and shift register logic
* Dedicated carry logic for arith.

*  Wide multiplexer i)}‘“ [ [ tene I

« Dedicated storage elements (FFs/latches) " M TS % |

* Adaptive logic module (ALM) block diagram Intel : = = udll |
+ 3/4-input LUT S I

| |

|

* Registers and adders

* Modern FPGAs are integrated with Block RAM,

DSP, various interface, even Al accelerator, etc.
¢ SU ppOI’t hardware descrlptlon |anguage, |eSS for (C, [1] Xilinx. UltraScale Architecture Configurable Logic Block (User Guide).
[2] Altera. FPGA Architecture White Paper.

Pyt h on ) etC) [3] https://www.researchgate.net/publication/265125404_A_High -
level_Methodology_for_Automatically_Generating_Dynamically_Reconfigurable_Systems_usin
g_IP-XACT_and_the_UML_MARTE_Profile/figures?lo=1

Generic FPGA hardware architecture [3]



AMD Versal™ Al Edge Series Gen 2 Overview
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Next-Generation Al Engines —
for Efficient Al Inference

Up to 3X TOPs/Watt*

High-Performance Integrated —
CPUs for Postprocessing

Up to 10X Scalar Compute*

Enhanced Safety & Security ——

Support for ASIL D, SIL 3
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World-Class Programmable
Logic for Flexible, Real-Time

Preprocessing

= Sensor Fusion, Data Conditioning
« New Hard Image/Video Processing

- User Selectable System Memory
Interfaces for Data Intensive

Accesses
* Up to 170 GBytes/sec Bandwidth*

=g afma s

5  AMD VERSAL™ Al EDGE SERIES GEN 2 FOR VISION AND AUTOMOTIVE | AUGUST 2024

Pre-Silicon Estimated Performance  See Endnotes VER-023, ver-027  IAMD g1



ASICs

Pervasive Al
Autonomous driving, smartphone, etc.

Wearables (smart watch, implanted medical devices, etc.)

i

From Wikichip.

S. Baker and W. Xiang, "Artificial Intelligence of Things
for Smarter Healthcare: A Survey of Advancements,
Challenges, and Opportunities,” in IEEE
Communications Surveys & Tutorials, vol. 25, no. 2, pp.
1261-1293, Secondquarter 2023

oE R e
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SoCs

* Highly heterogeneous e~ oy e _
* Mlxed P_Core & E_Core Wlth AMX (matrlx) '8 1“‘ G".’Ucove GPU core GPU core GPU core GPU core | GPU core |
* 10-core GPU | | Mot o - [P0l
* 16-core NPU _j {AdblaGloG |
* Various hardware encoders and decoders T 1 E
(video, ProRes, media) § oot | pinor

P-core P-core

* Increase the difficulty of programming
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SoCs (Huawel 9030)

* Highly heterogeneous

Mixed Prime-core/Mid-core/Tiny-core
Maleoon GPU

Ascend NPU with different sizes
Balong 5G Modem

ISP core

NPU Lite Core
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SoC Comparison

Company Name Process CPU GPU NPU Other features
Kirin 1+3+4 Maleoon GPU ?SL(i:teenSore Support
HiSilicon 9030 N+3 (2.75 GHz + 2.27 with 6 CUs 2 Tiny cores L PDDR5X

GHz + 1.72 GHz) (& R) 5 )

TSMC 3/4 P-cores 16-core neural

Apple M4 i 8/10-core GPU engine Unified memory
N3E 4/6 E-cores (38 TOPs)
A
Ad
A

A A
A




ASICs

Application-specific integrated circuit (ASIC)
* Both on cloud and edge

Google TPU v3
420 TFLOPS
128 GB HBM

Atlas 300l Pro

204.8 GB/s bandwidth
140 TOPS INT8

70 TFLOPS FP16
LPDDR4X 24 GB

HUAWEI

5cm

4.8 cm
with Google TPU Edge

INT8 4 TOPS

* 2 TOPS per watt

4 cm
Atlas 200

Ascend 310 chipset
8 W

INT8 22 TOPS

FP16 11 TFLOPS



Al IC Startups
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https://mp.weixin.qq.com/s/rSqPD9OB3p-BiyLp37_e_A

Chaos Is a Ladder!

www.gameofquotes.blogspotcom

“Chaos isn't a pit. Chaos is a ladder.

Many who try to climb it fail and never get to try again.
The fall breaks them. And some are given a chance to climb,
but they refuse. They cling to the realm or the gods or love.

llusions. Only the ladder is real. The climb is all there is.”




Basics on Neural Networks

Machine Learning

ers the ability to
programmed”

Supervised Learning



Supervised Learning

Predictive model Inferred
. (x, W) results
Can be deep or not | [ f )
« Can be combined with Raw data T

unsupervised learning v Supervised
(semi-supervised ( Pre -processing ] learning/training
Iearnlng) algorithm v
 Classification, regression vector x T Error/reward/cost function
E(w) = (¥ —y)?
Expected w) }(y )

resultsy



Basics on Neural Networks

Machine Learning

Unsupervised
Learning

Supervised Learning

Reinforcement
Learning




Unsupervised & Reinforcement Learning

Unsupervised learning

* Learning without labels
* For example, clustering, word embedding (e.g., word2vec, GloVe)
Reinforcement learning

* Interact with an environment
* No fixed dataset

* AlphaGo, Al players Observation | of

Action Credit: www.gymlibrary.dev Courtesy of Prof. Honglan Jiang, SITU



Basics on Neural Networks

Machine Learning

Unsupervised
Learning

SV RE: The fraining of an LLM may use all of them

Reinforcement
Learning
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Neural Network Basics




Evolution of Al
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Historical Trends

0.000250 1 : , , l 1

Three waves of NNs
* Cybernetics

— cybernetics

0000200 7 . (connectionism + neural networks) |, ~

=
Ay
. . 5
* Connectionism ; 0.000150
* Deep learning (current wave) 5 0.000100
. >
Growing datasets = 000000
* Dataset size : .
. . 0.000000
* Different types of data (image, text, speech, 1040 1950 1960 1970 1980 1990 2000

video, 3D shape, etc.) 10°
108 E
107
108
10° E
104
103
102
10!
100 L

: 14)

Dataset size (number examples)




Historical Trends (Cont'd)

ImageNet

* Over 14,000,000 images

* 1,000 classes initially

* ImageNetl0k

CIFAR10

* 60,000 32x32 color images
* 50,000 for training

* 10,000 for testing

* 10 classes

* 06,000 images/class
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http://www.cs.utoronto.ca/~kriz/cifar.html
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Historical Trends (Cont'd)

* Growing model size
* Better accuracy
ILSVRC

ImageNet Large Scale Visual Recognition Challenge

Largely due to the availability of faster hardware.

100 FixResMeXi-101 32x48d
NASNET-A(B)
ResNet-1524(60M)

SPPNet

OwerFeat - 7 accurate models
AlexMet

TOP 5 ACCURACY

202 2014 2016 2018 2020

Other models Models with highest Top 5 Accuracy

Pics from https://paperswithcode.com/sota/image-classification-on-imagenet

2022

NUMBER OF PARAMS

TOP 1 ACCURACY

20G

15B

Top-5 Accuracy N
98.46%

(06
84.6% 92.0%
. 928M
< 60M  144M
WiT-G/14
Alexhet VEGAD AmoebaNetA BiT-M (ResNet)
¢ 2014 2016 2018 2020 2022
100 Other models Models with highest Number of params =

Meta Pseudo Labels (EfficientNet-12)
NoisyStudent (EfficientMet=B7)
Amoebahlet-A
DPM-131 (320x320)
Inception,)3.
Incaption A2
SPPMNet
Five Base + Five HiRes
AlexMNet

SIET4 FVs

2012 2014 2018 2018 2020 2022

Other models State-of-the-art models



Keys of a Machine Learning Algorithm

“A computer program is said to learn from experience (E) with respect to some
task (T) and some performance measure (P), if its performance on T, as
measured by P, improves with experience E”, Tom Mitchell, 1998

Example: spam classification

T: Predict if an email is spam or not
E: Observe users label emalls as spam or not
P: Probability of emails that are correctly predicted



Dataset/Experience (E)

* A dataset is a collection of many examples/samples.

Generalization:
* Algorithm performs well on new, previously unseen inputs

Partition the dataset into:

* Training set

* Validation set (cross-validation)
* Test set



Model (T) & Capacity

Capacity: model’s ability to fit a wide variety of functions

* Overfitting vs. Underfitting:

* Hypothesis space

* (Occam’s razor principle

* Simpler models are more likely to generalize
* Also apply to hardware design

— - Training error

Underfitting zone | Overfitting zone ..
—— Generalization error

Error

A — - p—

0 Optimal Capacity
Capacity

Linear
model

Underfitting

Quadratic Oth-order
function polynomial

Appropriate capacity Overfitting




Cost/Loss Function (Optimize P)

* Measure the difference between target/label and output for given data
* Quantify the error between predicted and expected values In the training set

» Cost function = Mean squared error (MSE) = ¥sampies(Pred — exp)?

* Regularization: weight decay
e Cost function = MSE + 1Y, w# (L2 regularization, 1>0)

Linear Quadratic Oth-order
mode] function polynomial
— - Training error Underfitting Appropriate capacity Overfitting

Underfitting zone | Overfitting zone . ..
—— Generalization error
o °®
£
= = = =
L // ° ®
N I Generalization gap
S
B
s Bt e . S
0 Optimal Capacity o To 0

Capacity



Example: Linear Regression

500

* Dataset (E): Housing Prices o x Xy X
* (x,y) x:size andy: price (Portland,OR) B T
* m training samples Price 200 e 1 st
* Model (T): (in 1000s 100
o f(X) = W, + Wy X X of dollars)
0 500 1000 1500 2000 2500 3000

Cost function (P): Size (feet?)
* Mean squared error

1 m Size in feet?(x) | Price ($)in 1000's (y)
MSE =— > (f(x) =) v =
1=
* Optimization method: 1416 232
« Gradient descent, etc. 1534 315
852 178

Machine Learning, Andrew Ng



Optimization: Gradient Descent

* Gradient descent: w([n]

=wn—1] —

with some small random values.

* Example:
e f(x)=wy+wix

Y L(W1,Wo)—MSE—— o(f () —y)* =

1
— Yoo + wix; — ¥;)°

* Compute the gradient:
oL _1
aw T m

m: # of sample

Zo2(wo +wix; —y;)

— —Z 02(Wo + wyx; — y;) X;

owq
* [terative update:

learning rate
/ JoL

w atstepn

woln] = wo[n — 1] = =312 2(wo[n — 1] + wy[n — 1]x; — ;)

wy[n] = wy[n—1] - “zl 02(wln —1]g + wy[n —

1]x; — yi)x;

What it m is very big?

H ow[n—-1]’

iteratively. w usually i1s initialized

o



Stochastic Gradient Descent

e Stochastic gradient descent (SGD) (mini-batch learning)

woln] = wo[n — 1] — =S 2(wo[n — 1] + wi[n — 1]x; — ¥)

win] = wy[n — 1] — p— B2 (woln — 1] + wy [n — 1]x; — y)x;

Batch size

Each batch is randomly sampled without replacement, until an epoch is complete.

* On-line learning: when m = N.



Stochastic Gradient Descent with Momentum

Momentum: keep the direction of previous update.

cost

Movement =
Negative of Gradient+ Momentum

- Negative of Gradient

«==sp Momentum

—efp Real Movement

Gradient=0

SGD

oL
wn]=w[n—-1] —u

wn — 1]
while True:

dw = compute gradient(L)
w == learning rate * dw

SGD+Momentum

v[n] = fv[n — 1] +m

win] = w[n — 1] — pv[n]
v =20
while True:

dw = compute gradient(x)
= beta * X + dw

v
w == learning rate * v



Stochastic Gradient Descent with Momentum

Momentum: keep the direction of previous update.

&=

Naive GD What are the drawbacks?

SGD
wn]=w[n—-1] —u

dL
wn — 1]
while True:

dw = compute gradient(L)
w == learning rate * dw

SGD+Momentum

v[n] = Bv[n—1] + win — 1]

win] = w[n — 1] — pv[n]
v =20
while True:
dw = compute gradient(x)
v = beta * X + dw
w == learning rate * v



Adam Optimizer

. oL
* 1. First and second momentum. Let T In-1

v[n] = gvin— 1]+ (1 — B1)gn-1

uln] = Bouln — 11+ (1 — B2)ga-_1

e 2. First and second momentum estimate correction What are the drawbacks?
R v[n] R uln]
W T

* 3. Weight update

uv(n]

\/ﬁ—t+e

wn] =w[n—1] —



Adam Optimizer

. oL
* 1. First and second momentum. Let T In-1

v[n] = gvin— 1]+ (1 — B1)gn-1

uln] = Bouln — 11+ (1 — B2)ga-_1

e 2. First and second momentum estimate correction What are the drawbacks?
R v[n] R uln]
W T

* 3. Weight update

uv(n]

\/ﬁ—t+e

wn] =w[n—1] —



The Other Optimizers

Adadelta
Adagrad
Adam
AdamW
SparseAdam
Adamax
ASGD
NAdam
RAdam
RMSprop
Rprop
SGD

See https://pytorch.org/docs/stable/optim.html for more.



https://pytorch.org/docs/stable/optim.html

Wrap-it-up

* Model training: Data, model, cost function & optimizer

* Inference: compute with the optimized weights & new input data

Training data
(Input)
(E)

—_—

Training target
(Label)

Cost Function

—> (Compute

gradient Aw)

W =w — udw

(Train until converge, or
certain condition is met)

Test
data

Trained Model
f(w)

Inference
result



The Other Training Paradigm

* Transfer learning

* Pre-train and fine-tuning

Raw data

. Transfer

Pre-train [ pre_trained learning

1 model through
fine-tuning

Usually use GD-based (Adam/AdamW)
optimizer with smaller step size and/or
fixed some of the weights.

E.g. image recognition; chatGPT

Model for a
specific task




